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I’ll conclude our set of morning talks with an analysis of what might still be missing, and will 
pose some questions about where saliency could be going next. I’ll make a few claims along 
the way and maybe even leave some hints for the motivated graduate student about research 
projects worth trying. After my talk, we will conclude with a panel with all of our speakers 
from this morning, and together with you, we can put up for discussion any claims or 
questions that have come up throughout all of our talks, and discuss themes we have not had 
time to cover.



progress in saliency modeling

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

So, we’ve been monitoring progress in saliency prediction. By we, I refer both to the MIT 
Saliency Benchmark team and to fellow saliency researchers.
Over time we’ve all seen this incredible improvement in saliency performances from only 
detecting low-level pop-out...



progress in saliency modeling

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

to starting to capture image regions more holistically. We’ve also seen increasing work on 
learning feature combinations and object detectors that have pushed predictions to include 
mid- and high-level features and have succeeded at capturing more semantic image 
elements. 
(aside: BMS is a high-performing non-neural network but does not have explicit object 
detectors)



progress in saliency modeling

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

But as we’ve already alluded to multiple times in this tutorial, we’ve recently seen a big jump 
in saliency model performances, driven by new neural network architectures. Initially trained 
to recognize objects in images more generally, these networks have been adapted to make 
saliency predictions. 



corgi

where are saliency models getting their knowledge?

Now, we’ve already had a talk earlier about the detailed architectures of these models. 
Instead, I want to take a step back and ask: where are these performance gains in the new 
models coming from? Let’s consider the semantic knowledge they possess. Most of the top-
performing saliency models were pretrained on large image corpuses to recognize objects or 
scenes. 



where are saliency models getting their knowledge?

retrain

These networks were then repurposed to perform saliency prediction, by retraining on 
saliency datasets with ground truth fixation maps, and with some architectural changes, that 
I abstract out here. 
(What parts of the network were retrained and the actual architectural details vary between 
models.)



corgi

reuse retrain

where are saliency models getting their knowledge?

However, the bulk of the features, weighted connections, and “knowledge” encoded in these 
networks comes from the large image datasets they were originally trained on.



corgi

reuse retrain

where are saliency models getting their knowledge?

And hence, these networks have likely seen exemplars from the same image categories as in 
saliency datasets. For instance, most highway images have similar structures: cars, roadsigns, 
etc. which these networks have “learned about”. 
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Zhou et al. “Object Detectors Emerge in Deep Scene CNNs” [ICLR 2015]

object detectors emerge in CNNs

And from the work of Zhou et al. from MIT, and related papers we know that object detectors 
emerge in lower levels of CNNs trained for scene recognition tasks. 



corgi

reuse retrain

where are saliency models getting their knowledge?

Which means that the saliency models that have been initialized with existing recognition 
networks have semantic knowledge about all sorts of object categories and image regions, 
and that knowledge can be leveraged in making saliency predictions. 



corgi

reuse retrain

where are saliency models getting their knowledge?

100s-1000s 
data points

100,000s of 
data points

The relatively small saliency datasets are sufficient to provide the additional information for 
learning (or just fine-tuning) how to combine all the pre-learnt object features into the final 
saliency maps. 



corgi

reuse retrain

claim: saliency models have 
become great object detectors!

where are saliency models getting their knowledge?

My claim here is that because of the ways these networks have been trained, saliency models 
have become great object detectors.
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quantifying remaining mispredictions

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

But that’s no longer enough: many current neural network models are good detectors. And 
when we look a bit deeper, we see that the failure modes are also common across models. 
Knowledge of these model failures can help us design new and better datasets, tasks, and 
evaluation procedures, for that next qualitative leap in performance.
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quantifying remaining mispredictions

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

In our ECCV paper this year, we quantified the remaining model errors by extracting all highly 
fixated regions in the MIT300 benchmark images (by taking the 95th percentile of the human 
fixation maps for each image, the highlighted yellow regions you see here), and we calculated 
how often models failed to put high saliency values in those regions.



quantifying remaining mispredictions

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

In order to label these highly-fixated regions regions (in a relatively unbiased way), we ran 
Amazon Mechanical Turk tasks and had participants give us labels representative of 
highlighted regions. In cases where a single label was hard to assign, we came up with a 
series of yes/no questions about those regions.



For example...



quantifying remaining mispredictions

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

By aggregating the region labels and results of the binary questions, we ended up with a list 
of common highly-fixated regions that were also commonly missed by saliency models. Note 
that there is a lot of existing literature on what drives human visual attention that touches on 
many of these image region types.



quantifying remaining mispredictions

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

Sample reading list:

Itti & Baldi, “Bayesian surprise attracts human attention” [NIPS 2005]

Loftus & Mackworth, “Cognitive determinants of fixation location 
during picture viewing” [J. Exp. Psych. 1978]



quantifying remaining mispredictions

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

Sample reading list:

Faivre & Koch, “Inferring the direction of implied motion depends on 
visual awareness” [JoV 2014]

Nuthmann & Henderson, “Object-based attentional selection in 
scene viewing” [JoV 2010]

Winawer et al., “A motion aftereffect from still photographs depicting 
motion” [Psych Science 2008]



quantifying remaining mispredictions

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

Sample reading list:

Cerf et al., “Faces and text attract gaze independent of the task: 
Experimental data and computer model.” [JoV 2009]

Wang & Pomplun, “The attraction of visual attention to texts in real-
world scenes” [JoV 2012]



quantifying remaining mispredictions

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

Sample reading list:

Cerf et al., “Faces and text attract gaze independent of the task: 
Experimental data and computer model.” [JoV 2009]

Vuilleumier, “Faces call for attention: evidence from patients with 
visual extinction” [Neuropsychologia 2000]



quantifying remaining mispredictions

Additionally:

Bruce et al., “A deeper look at saliency: feature contrast, semantics, and beyond” [CVPR 2016]

Bruce et al., “On computational modeling of visual saliency: examining what’s right and what’s left” [VR 2015]

And there is also recent work by Bruce et al. attempting to measure what saliency models are 
still missing. The difference between the previous work mentioned and what we did is that we 
have considered all of these regions at once, in a single framework, and designed a set of 
experiments to quantify these region types and model mistakes and compare them to each 
other.



quantifying remaining mispredictions

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

For the analyses I’ll describe, we evaluated the top saliency models on the MIT benchmark



quantifying remaining mispredictions

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

on two datasets in the MIT benchmark: the MIT300 test set, and the relatively new CAT2000 
dataset of 20 different image categories



So where should saliency 
models look next?

So what do we learn from these studies? What do saliency models, even the top-performing 
neural networks continue to miss? Where should saliency models look next?



objects of gaze

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

I won’t cover all the model errors, I’ll focus only on the most interesting ones.
For starters, objects of gaze: where people inside images gaze is a strong cue that directs 
human attention. But most saliency models are not explicitly trained to use gaze.



objects of gaze

Recasens et al. “Where are they looking?” [NIPS 2015]

Using a separate neural network model trained explicitly to predict gaze, we show that we 
can compensate for some of these saliency model misses. An end-to-end network 
simultaneously trained to combine saliency and gaze information is a promising next step.



objects of gaze

Recasens et al. “Where are they looking?” [NIPS 2015]
Parks et al. “Augmented saliency model using automatic 3D head pose detection 

and learned gaze following in natural scenes” [Vision Research 2015]

There has been a related attempt by: Parks, Borji, and Itti. They have also combined gaze with 
saliency. Previous experience shows this might be even better-performing as a neural 
network model.



objects of action

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

However, gaze information is not always available, and in these cases people’s body pose and 
orientation, as well as the locations of body parts (and particularly the hands) can provide 
very strong cues for predicting where humans look in images. 



Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

saliency as
 

storytelling

When people look at images, and focus on the objects of action and gaze, it is as if they are 
reading into the story of the image. And their fixations give us clues about that story: who 
are the main actors, what are they doing, and what is going to happen next. In other words, 
human fixations may be able to tell us something about human image captioning and 
understanding. We’ll go back to this idea later in this talk.



faces over-predicted

faces under-predicted

relative importance of face regions

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

Similar higher-level image understanding is also required to determine when faces are the 
most important object in an image. So while neural network models of saliency have become 
great face detectors, they now need to reason about when the face is the most relevant part 
of the scene, which is image- and context-dependent.



relative importance of people

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

And in cases where there are multiple faces in a scene, we can see that saliency models can 
detect those faces, but they can not yet predict which faces are most important. This requires 
reasoning about gaze, body pose, and higher-level features of individuals.



relative importance of people

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

Including the role of an individual in the scene or action, or story portrayed.  



Jiang et al. “Saliency in Crowd” [ECCV 2014]

saliency in a crowd

At the last ECCV, some work by Jiang et al. from Qi Zhao’s group was presented on saliency 
in crowd. They have released a dataset of 500 images of crowds, along with labels and 
attributes.
However, their model for predicting face importance at this point only uses simpler features 
like size and centrality of a face in the image. More work can be done in this direction with 
higher-level features.



relative importance of text regions

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

Along similar lines, although neural network models of saliency have become better text 
detectors than previous saliency models, the next step is identifying the relative importance 
of different text regions in an image: what is the warning sign about? what is the book about? 
what is inside the box?



claim: we need better metrics for evaluating how well 
models predict the relative importance of image content.

I’ve used the terms “relative importance” multiple times now to emphasize that the 
interesting problem becomes correctly evaluating the relative salience of different image 
regions. And for this, we need to turn to finer-grained metrics. 



need for finer-grained evaluations

Bylinskii et al. “What do different evaluation metrics tell us about saliency models?” [arXiv 2016]

Historically, the popular way to evaluate saliency models have been metrics like AUC from 
signal detection. However, since recent saliency models have become good object detectors, 
these detection metrics are beginning to saturate and become less meaningful for evaluation 
purposes.



need for finer-grained evaluations

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

 In particular, we need metrics more sensitive to how well models predict the relative saliency 
of image regions. Finer-grained metrics that take into account the relative saliency values can 
help us better differentiate between models



need for finer-grained evaluations

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

and expose existing gaps to human ground truth.



relative importance of image regions

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

We can also come up with tasks to more directly measure model ability to assign correct 
relative importance values to image regions. For instance, this panel image is part of the MIT 
Saliency Benchmark. By measuring the saliency value in each subimage we can compare how 
saliency models rank the importance of the different subimages compared to where humans 
look most. For this, we need to know what would be most attended to, relevant, or 
interesting.



finger-grained datasets

Borji & Itti, “CAT2000: A Large Scale Fixation Dataset for Boosting Saliency Research” [arXiv 2015]

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

This also opens up possibilities for testing models on finer-grained datasets of different 
image types



finger-grained datasets

Borji & Itti, “CAT2000: A Large Scale Fixation Dataset for Boosting Saliency Research” [arXiv 2015]

Bylinskii et al. “Where should saliency models look next?” [ECCV 2016]

to see where performance gains can continue to be made.



What can we do with 
predicted importance?

claim: image captioning, image 
understanding, storytelling

I want to spend the last part of this talk discussing what could be possible if we can more 
accurately predict the relative importance of image regions.
I claim that such models we will be better storytellers.



attention for image understanding

What do I mean by that? Consider these two images. Human captions of these images would 
probably look like the following.



a girl kissing another girl on the cheek a girl

a warning sign with a flag

attention for image understanding

a warning sign about rip currents



a girl kissing another girl on the cheek

a warning sign about rip currents

a girl

a warning sign with a flag

attention for image understanding

and if we consider where humans fixate on these images, we would see that they focus on 
the relevant regions. The image above contains an interaction between two girls. The image 
below contains a warning sign about a particular phenomena.



a girl kissing another girl on the cheek

a warning sign about rip currents

a girl

a warning sign with a flag

attention for image understanding
model predictionsground truth

ground truth model predictions

However, if our computational models mispredict the relative importance of particular image 
regions, the stories they tell will be very different. As a result, we would classify, cluster, and 
query these images differently, which has many implications for image-based applications.



the relationship of object importance to image description

Spain & Perona. “Measuring and predicting object importance” [IJCV 2010]
Spain & Perona. “Some objects are more equal than others: measuring and predicting importance” [ECCV 2008]

The relationship of object importance to image description has been pointed out by previous 
work, notably by Spain & Perona. Different objects have differing levels of importance in an 
image and this comes through in how those images are described by humans.



the relationship of gaze to object importance

Yun et al. “Studying Relationships Between Human Gaze, Description, and Computer Vision” [CVPR 2013]

Along similar lines, Yun et al. from Tamara Berg’s group has shown that gaze can be used 
both for filtering object detections to keep the most important object proposal, and for 
predicting image annotations based on those gaze-filtered object detections.



CNN-based feature extraction

RNN-based feature weighting 
(attention heatmaps)

and caption generation

Xu et al. “Show Attend and Tell: Neural Image Caption Generation with Visual Attention” [ICML 2015]

attention for caption generation

soft 
attention

hard 
attention

More recently from the machine learning community, we see emerging work on image 
captioning by Xu et al. from U of Montreal that uses a kind of attention module as an 
intermediate processing step to reweight (or modulate) visual feature activations in order to 
produce natural image captions.



attention for caption generation

Xu et al. “Show Attend and Tell: Neural Image Caption Generation with Visual Attention” [ICML 2015]

and debugging

This same attention module is then used to debug the underlying captioning model by 
visualizing where the model “attends” when generating different words for the caption.



CNN-based feature extraction

CNN or LSTM-based 
question parsing and 

feature weighting

attention for visual question answering

answer: dogs
question: what are sitting

in the bask on a bicycle?

Yang et al. “Stacked Attention Networks for Image Question Answering” [ArXiv 2016]

Related to image captioning, work on VQA (or visual question answering) generates an 
answer to a question posed about an image. A recent VQA model architecture by Yang et al. 
from CMU similarly uses an attention module to reweight features to progressively explore 
the image and narrow in on an image region to generate an answer. In both of the 
aforementioned works, an attention module generates predictions of the most relevant 
region for the given task, at each time step, based on previous time steps. 



object-specific saliency maps
for object proposals, localization and detection

Simonyan et al. “Deep Inside Convolutional 
Networks:  Visualising Image Classification 
Models and Saliency Maps” [ICLR 
Workshop 2014]

Hong et al. “Online Tracking by Learning Discriminative Saliency 
Map with Convolutional Neural Network” [ICML 2015]

We’ve also seen the words “saliency maps” used in slightly different contexts in the computer 
vision community, mostly to describe heatmap predictions of object locations.



object-specific saliency maps
for object proposals, localization and detection

Simonyan et al. “Deep Inside Convolutional 
Networks:  Visualising Image Classification 
Models and Saliency Maps” [ICLR 
Workshop 2014]

Hong et al. “Online Tracking by Learning Discriminative Saliency 
Map with Convolutional Neural Network” [ICML 2015]

network trained for 
classification, detection, ... 

saliency emerges

Importantly, in these works, as well as the image captioning and VQA works described 
previously, computational models are trained for specific tasks such as object classification, 
detection, or caption generation... and saliency emerges as a useful intermediate feature. 



consider instead:
network trained for saliency

classification, detection emerges

I think it is worthwhile exploring more thoroughly the other direction: how can we leverage 
networks trained for saliency for other applications. We’ve seen some of this already in Ming-
Ming’s talk earlier today.



consider instead:
network trained for saliency

visual recognition emerges

architectures

saliency datasets

saliency loss

?

But how else can saliency be leveraged as an unsupervised cue to facilitate other visual 
recognition tasks? 



Krafka et al. [CVPR 2016]

Papoutsaki et al. [IJCAI 2016]

Xu et al. [ArXiv 2015]

New data collection methodologies

Kim et al. [CHI EA 2015]

Jiang et al. [CVPR 2015]

iSUN SALICON

Click-basedWebcam-based

If it’s a question of feasibility of data collection, we already have a number of new 
methodologies for crowdsourcing human “attention” data at-scale. A few fixations or clicks 
on a scene can provide us with a lot of rich information about the image without necessarily 
the requirement of dense labeling. The relevant question becomes: is this data collection 
easier than labeling or segmenting objects in an image; how can we leverage this (relatively 
cheap) kind of data as the supervisory signal for other visual recognition tasks?



architectures

saliency datasets

saliency loss

I’ve argued that a better model of saliency that evaluates the relative importance of image 
regions may provide useful cues for object proposals and object detections, segmentation, 
image clustering, and image captioning. But creating such models will require further 
innovations in saliency datasets and tasks, model architectures, and metrics for evaluation 
and loss computation. Hopefully, this tutorial has given you ideas for some promising paths 
forward.



canyouactually.com/funny-anxious-moments

Maybe at some point, we can have models that can evaluate and reason about the relative 
importance of the different regions in images such as this one. 



What is the future of cognitive saliency?

photography: Erik Johansson

or tell the story behind these images. Let’s talk more about the future of saliency, cognitive 
saliency, and even storytelling. 


